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The Fourier phase spectrum plays a central role regarding where in an image contours occur, thereby defining
the spatial relationship between those structures in the overall scene. Only a handful of studies have demonstrated psychophysically the relevance of the Fourier phase spectrum with respect to human visual processing,
and none have demonstrated the relative amount of local cross-scale spatial phase alignment needed to perceptually extract meaningful structure from an image. We investigated the relative amount of spatial phase
alignment needed for humans to perceptually match natural scene image structures at three different spatial
frequencies [3, 6, and 12 cycles per degree (cpd)] as a function of the number of structures within the image
(i.e., “structural sparseness”). The results showed that (1) the amount of spatial phase alignment needed to
match structures depends on structural sparseness, with a bias for matching structures at 6 cpd and (2) the
ability to match partially phase-randomized images at a given spatial frequency is independent of structural
sparseness at other spatial frequencies. The findings of the current study are discussed in terms of a network
of feature integrators in the human visual system. © 2007 Optical Society of America
OCIS codes: 330.1880, 330.5020, 330.5510.

1. INTRODUCTION

Fourier analysis has aided the study of human spatial vision by providing numerous insights regarding how the
visual system might encode the spatial information
present in real-world environments. While there has been
considerable success in demonstrating how the visual system encodes information contained in the amplitude spectrum [1–4], little is known with respect to how the visual
system might encode the phase spectra of real-world
natural scenes. This lack of knowledge is surprising given
the numerous arguments that it is the phase relationship
of the different sinusoidal waveforms making up a given
global scene that is most important in the representation
of any given complex image [5–7]. Specifically, it is well
agreed upon that the phase spectrum plays a central role
regarding where in a given scene different image features
are aligned [8–12], thereby defining the spatial relationship between those features in the formation of the local
structure within a given image. By “feature,” we are referring to two components of the visual world in which lowlevel vision (i.e., at the level of striate cortex) is tuned,
namely spatial frequency and orientation [13]. By “structure,” we are referring to any given component of an image that results from a complex combination of features,
aligned in space, across a range of spatial frequencies and
orientations (e.g., edges, lines, or contours). To take this
line of reasoning a step further, the objects contained in
natural scene imagery would result from the complex
combination of image structures. The commonly held
view of object identification (assumed to subsequently
lead to classification) consists of (1) a feature detection
process [13,14], presumably carried out by simple cells in
striate cortex, leading to (2) a feature integration [15,16]
1084-7529/07/071873-13/$15.00

process that may likely bind aligned features into salient
structures such as contours; recent findings [17] argue
that complex cells in striate cortex are suitable candidates for performing such integration, and finally, 3) a
structural integration process that binds relevant structures into objects, a process likely captured by theories of
higher-visual object recognition processes [18–20]. While
we have labeled specific processing “stages” potentially
involved in structure/object perception, we do not mean to
imply that such processing must occur hierarchically and
acknowledge that such processes may likely operate in
parallel.
To date, there exist only a handful of studies that have
examined the ability of human observers to recognize
and/or categorize natural images subjected to varying
amounts of global phase-spectrum disruption [5,21,22].
The general consensus is that the human visual system is
relatively robust for the recognition/categorization of
natural image objects in the face of phase-spectrum manipulations. However, the method of disruption in those
investigations varied from one study to the next, making
it somewhat difficult to determine which level of object
processing, described above, is disrupted by phase manipulations. Since, theoretically the feature detection process can operate for stimuli consisting of single sinusoidal
gratings (rendering relative phase disruption ineffective),
we focused on the next processing level, namely, the feature integration process, presumably operating through a
network of complex cells [17].
The primary purpose for the current study was to measure the amount of relative local cross-scale spatial phase
alignment needed for human observers to match natural
scene image structures. By phase alignment, we are re© 2007 Optical Society of America
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ferring to the complex Fourier phase relationships of the
sinusoidal waveforms of any given image whereby the
convergence of arrival phases has been shown to form the
edges, lines, or contours of image structure [9,10] [see Fig.
1(a)]. Specifically, if an image is subjected to systematic
phase-spectrum randomization, how much of that image’s
phase spectrum needs to be preserved for human subjects
to successfully visually extract the coherent structures?
That is, since the relative amount of phase-spectrum
preservation determines the visual saliency of image
structures [see Fig. 1(b)], how much phase alignment
(maintained by phase-spectrum preservation) is needed
in order to activate feature integrators? With this approach, we aimed to assess whether the human visual
system is equipped with a network of integrators that operate over all frequencies, or a network of integrators consisting of channels [13,14] tuned to features at similar
spatial frequencies. And finally, if feature integrators integrate over specific spatial frequency ranges, do they operate independently?
To target the processes involved in feature integration,
we chose a psychophysical task that did not rely on visual
recognition/categorization. Specifically, we chose a matchto-sample task where observers were presented a partially phase-randomized test image and asked to indicate
which of four non-phase-randomized images they thought
best matched the partially phase-randomized image, using only the structures rendered visible by a given
amount of phase alignment in the test image. In all experiments, the general paradigm was identical, with only
the stimuli differing among the experiments. Specifically,
Experiment 1 utilized natural scene images, varying in
the amount of spatial structure each contained (i.e., varied with respect to their structural sparseness). Experiment 2 utilized a synthetic image set constructed from
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different spatial frequency and orientation ranges of the
phase spectra of the natural scenes used in Experiment 1.
Experiment 3 consisted of another set of synthetic images
constructed similarly to those in Experiment 2, except
that we held the structural sparseness constant for two
different spatial frequency ranges while allowing the
structural sparseness of one spatial frequency range to
vary.

2. METHOD
A. Apparatus
All stimuli were presented with an Intel Pentium IV
!3.21 GHz" processor equipped with 1 GB RAM. Stimuli
were displayed using a linearized look-up table (generated by calibrating with a UDT S370 research optometer)
on a 22-in. Mitsubishi Diamond Pro 2070SB CRT driven
by an ASUS Extreme AX300 graphics card with 8-bit
gray-scale resolution. Maximum luminance was
100 cd/ m−2, the frame rate was 120 Hz, and the resolution was 1600! 1200 pixels. Single pixels subtended
0.013° visual angle (i.e., 0.82 arc min) as viewed from
1.0 m.
B. Participants
Three experienced psychophysical observers (one naïve to
the purpose of the study) and five relatively experienced
(undergraduates that had some experience participating
in psychophysical experiments) participated in Experiment 1 (eight participants). With the exception of one of
the nonnaïve experienced observers, all observers that
participated in Experiment 1 also participated in Experiment 2 (seven participants). The same two experienced
observers and two of the same relatively experienced

Fig. 1. (a) Top left, illustration of an edge, below which is an illustration of a series of sinusoidal waveforms that have arrival phase
convergence at the central position, which, over a full series of sinusoidal waveforms of increasingly higher spatial frequencies (not
shown), will sum up to the edge shown above. The next four illustrations show how the saliency of the edge is corrupted as the alignment
of the sinusoidal waveforms is increasingly perturbed. (b) 2D illustration of how the saliency of the contours in a given 2D natural image
can be disrupted as a function of increasing (left to right) phase randomization.
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observers participated in Experiment 3 (four participants). All participants had normal (or corrected to normal) vision. The ages of all participants ranged between
20 and 56. Research Ethics Board–approved informed
consent was obtained.
C. General Stimulus Construction
This section describes the general procedure used to partially phase randomize any given set of images utilized by
the three experiments in the current study. To limit the
relative amount of coherency of the features making up
the structures contained in a set of test stimulus images,
systematic selective randomization of the images’ phase
spectra was carried out in the Fourier domain. Specifically, using MATLAB (version 7.0.4) and accompanying Image Processing and Signal Processing Toolboxes (versions
5.0.3 and 6.3, respectively), each image, I!x , y", was in
turn subjected to a discrete Fourier transform as follows:

H!u,v" =

1

X

PPFILT!fi, $j" =

)

#!fi, $j"

fL & fi & fH

rand!$− ", "%" elsewhere

*
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where #!f , $" represents the phase spectrum of a given
image and fL and fH are the lower and upper spatial frequency bounds of the phase-preserving ideal filter
!PPFILT". This filter preserves the phase angles of a given
phase spectrum for the frequencies ranging from fL to fH
(i.e., preserves the original phase angles falling within
the passband of the filter) and randomly assigns different
values from $−" , "% to the coordinates falling outside of
this range. Note that the odd symmetry of the phase spectrum was maintained [which is not represented in Eq.
(3)], i.e., for $ angles in the $" , 2"% half of polar space,
PPFILT!f , $" = PPFILT!f , $ − "" ! !−1". For all of the experiments in the current study, PPFILT was centered on one of
three different spatial frequencies (3, 6, and 12 cycles per

Y
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XY x=1 y=1
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from which the amplitude spectrum, denoted as
A!u,v" = &Re!u,v"2 + Im!u,v"2 ,

!1b"

and phase spectrum, denoted as
#!u,v" = tan−1

'

Im!u,v"
Re!u,v"

(

,

!1c"

were obtained. Re!u , v" and Im!u , v" are the real and
imaginary components of the discrete Fourier transform,
respectively. For filtering purposes, A!u , v" and #!u , v"
were shifted into polar coordinates, i.e., A!f , $" and #!f , $",
where f and $ represent frequency and orientation, respectively. To assure that the stimulus images differed
only with respect to their phase spectra, an isotropic amplitude spectrum was generated with the amplitude falloff typical of natural scenes [3,23–27], i.e., 1 / f%, where %
= 1.0. The isotropic spectrum, IA!f , $", was generated by
constructing an empty matrix of the same dimensions as
the stimulus imagery and assigning each spatial frequency coordinate a value from the following function:
IA!fi, $j" = 1/fi% .

!2"

Thus, for each f coordinate along the radial axes, the
same value is assigned to each orientation, with the dc
component set to zero amplitude. Using an isotropic spectrum ensured that the only difference between the images
will be in their phase spectra, as well as helping to reduce
any edge effects that may have arisen during the initial
Fourier transform.
Next, the systematic selective randomization algorithm
was implemented by preserving the phases within arange
of spatial frequencies for all orientations. The phase spectra were filtered in polar coordinates with an ideal filter
that was defined as follows:

Fig. 2. Example stimuli from Experiment 1. Each column contains three different natural images filtered with PPFILT set to a
bandwidth of 1 (left column) or 2 (right column) octaves. For each
row PPFILT was set at a different central spatial frequency at (top
to bottom) 3, 6, and 12 cpd, respectively.
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Fig. 3. Illustration of structural sparseness for vertically oriented image content. Top row, two natural scene images dominated by
vertical structure, with the image on the left possessing fewer overall vertical structures than the image on the right. Middle row, filter
response images from a 1-octave log-Gabor filter selective for vertical orientations (15° orientation bandwidth, full width at half-height).
Notice that filter responses are more prominent (i.e., less sparse) in the image on the right compared with the response image on the left.
Bottom row, pixel value histograms of the filter response images. On the abscissa are the gray-scale pixel values, and on the ordinate is
the frequency of occurrence of each gray-scale value in each corresponding filter response image (note that the scales of the two ordinates
are not identical). Notice that the distribution is much more peaked on the left than on the right, indicating that image is more sparse
with respect to structures at the example spatial frequency range. Refer to the text for further details.

degree (cpd), with cycles per degree calculated with respect to a distance of 1 m). For each of the three central
frequencies, the bandwidth of PPFILT was systematically
varied from 0.3 octaves to 3.0 octaves in 0.3 octave steps,

resulting in 10 different levels of spatial phase alignment
(see Fig. 2 for examples).
Once a given image’s phase spectrum had been filtered,
it was assigned a copy of the isotropic amplitude spec-
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trum [Eq. (2)] and subjected to an inverse discrete Fourier
transform. In the spatial domain, all Fourier phasespectrum-filtered images were made to possess the same
mean luminance (i.e., gray-scale value= 128, nonnormalized) and rms contrast (32, nonnormalized) using the following sequence of functions on the pixels of a given
phase-filtered image, IFILT!x , y":
I' =

1

X

##I

XY x=1 y=1

NI!x,y" =

ISD =

&

IFILT!x,y" =

Y
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NI!x,y" ! 128 + 128,
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where I' is the mean of the pixel values of a given phasefiltered image, NI!x , y" is the stimulus image after normalizing by its respective mean and centered on zero, ISD
is the standard deviation of the altered pixel values of
NI!x , y", and Irms took on a value that resulted in the desired rms contrast for each stimulus image, IFILT!x , y", as
specified above (i.e., 32 nonnormalized or 0.12, normalized). In addition to creating a set of partially phaserandomized images (to serve as test images), another set
was created (to serve as target and distracter images)
from the same set used to create the partially phaserandomized image set. However, this set was not subjected to the PPFILT filter but was assigned the same isotropic spectrum as the partially phase-randomized
images (and was made to possess the same mean luminance and rms contrast as the partially phaserandomized images).
D. Structural Sparseness Calculation
It is well known that the response of any given zero-dc filter will yield a pixel distribution (responses represented
in the spatial domain) that is highly peaked at the mean
response (zero in this case) with steep sloping “heavy
tails” [28,29]. In statistical terms, the metric most commonly used to assess this particular aspect of central tendency is the fourth moment, or “kurtosis.” Specifically,
histograms that are highly peaked have high kurtosis,
and those less peaked have a smaller kurtosis value (with
zero kurtosis indicating a purely Gaussian distribution,
assuming that the third moment, or skewness, is also
zero). What this translates to is that a filter response image that has a small kurtosis value typically has a large
number of distributed local responses (indicating that
there are a number of local structures in the nonfiltered
image to which the given filter was selective). Filter response images with high kurtosis values indicate just the
opposite, since most of the local responses were not much
stronger than the mean (i.e., zero response); thus the nonfiltered image can be referred to as “sparse” with respect
to its structure (refer to Fig. 3 for an illustration). While
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the kurtosis metric is somewhat noisy when dealing with
small samples, its reliability stabilizes with larger sample
sizes and thus would serve as a reasonable metric for assessing structural sparseness for the natural scene images in our stimulus set. However, we were interested in
devising a more intuitive metric that could be more easily
related to an assumed level of cortical activity (i.e., striate
cortex) associated with a given complex image. The following is a description of our algorithm, which is based on
the rectified contrast model proposed by Field and Brady
[4].
The calculation of structural sparseness used in the
current study consisted of a three-stage algorithm, similar to the algorithm utilized by Hansen and Essock [27].
In the first stage, linear filtering with a bank of local filters (Fourier domain) centered at five different spatial
frequencies (0.62, 1.5, 3, 6, and 12 cpd, with cycles per degree assessed for a distance of 1 m) and 12 different orientations, equally spaced from 0° to 165°, in steps of 15°.
The full width at half-height along the frequency axis of
each filter was 1 octave, and the full width at half-height
of the filter along the orientation axis was 20°. The next
step involved transforming the linear-filtered amplitude
spectra and nonphase-filtered phase spectra back to the
spatial domain, followed by thresholding the amplitudefiltered image’s pixel histogram to include only the pixels
that fell outside of 1.5 standard deviation from the mean.
Assuming that the stronger local responses are associated
with the dominant structures in the natural scene images, this stage assures that those more intense local filter responses are preserved. In the final stage, the ratio of
the sum of the filter response pixels passed by the threshold operator and the sum of the total number of pixels in
the filter response image was taken as a metric for assessing structural sparseness. The following is a formal description of the three-stage structural sparseness algorithm.
The first stage of the algorithm involved linear filtering
in the Fourier domain. While it has been shown that the
Gabor filter function provides a good fit to the response
profile [30–33] of simple cells in striate cortex [32–34], using this function for filtering purposes leads to certain
problems, especially when filtering at the lower spatial
frequencies. Specifically, the Gabor function consists of a
2D Gaussian function in the Fourier domain, which, at
the lower frequencies, tends to overlap the dc component
of the amplitude spectrum. A reasonable solution to this
issue is to use the log-Gabor function, which will always
approach zero near the dc component and has been argued to be more representative of the Fourier response of
simple cells in striate cortex [3,35]. In the Fourier domain, the log-Gabor filter can be expressed as

-.

LG!fi, $j" = exp −

'

log

(
' (

R!fi, $j"

2 log

2

Fpeak

(1

Fpeak

2

/0
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2(22

,
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where fi and $j represent any given position in polar coordinates, R represents a given radius vector (i.e., the spa-
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tial frequency dimension), Fpeak is the central spatial frequency of the log-Gaussian function, (1 is the spatial
frequency bandwidth of the log-Gaussian function, ) represents a given angular arc vector (i.e., the orientation dimension), and (2 is the orientation bandwidth of the
Gaussian function (refer to Fig. 4 for further details).
After inverse discrete Fourier transforming a given
natural scene image’s amplitude-filtered spectrum (filtered with a log-Gabor filter centered at one of the five
spatial frequencies and at one of the 12 orientations), and
its respective non-phase-filtered phase spectrum into the
spatial domain, the pixels of the filter response image
were passed to a threshold operator, stated formally as
FT!xi,yj" =

)

1 FR!xi,yj" * + FrSD1FR!xi,yj" + − FrSD
0 elsewhere

*

,
!6"

where FT!x , y" is a map of all filter responses passed by
the threshold operator, FR!x , y" is the filter response image itself, and FrSD is the sample standard deviation of
the pixel values in FR!x , y" multiplied by 1.5.
The final stage of the structural sparseness algorithm
involved taking FT!x , y" for each of the 60 filters in the
log-Gabor filter bank and applying the following operation:
X

Y

##F
LSSMi =

x=1 y=1

Ti!x,y"

XY

.

!7"

Here, the structural sparseness metric (SSM) is local
(in the Fourier domain), LSSM, and is a measurement of
the overall activity for each of the 60 log-Gabor filters for
a given natural scene image, which serve to quantify the
relative sparseness of the structures at a given range of
spatial frequencies and orientations and may reflect the
amount of striate cortex activity (i.e., the degree of
sparseness of the cortical representation associated with
a given natural image for a given range of spatial frequencies and orientations). We then collapsed across all
LSSMs by taking the average of those values as a metric
of the total image structural sparseness, SSM, for each
natural scene image in our image set (see Fig. 5 for examples). Since this metric consists of the ratio of filter responsiveness to the total number of pixels available, images assigned smaller SSMs possessed fever local
structures (i.e., more sparse) compared with images assigned larger SSMs, which possessed a relatively higher
amount of distributed local structures (i.e., less sparse).
E. General Psychophysical Procedure
The general psychophysical task in all of the experiments
in the current study consisted of a four-alternative forced
choice (4AFC) match-to-sample paradigm. For any given
trial, observers were presented with a fixation dot (0.82°
visual angle) placed at the center of the display monitor
for 500 msec, followed by one of the phase-filtered natural
scene test stimuli for 250 msec (i.e., the test interval), followed by a white-noise masking stimulus for 500 msec,
followed by four nonphase-spectrum-filtered natural
scene stimuli (three distracter images and one target im-

Fig. 4. Illustration of the different stages of the log-Gabor filter construction process in the Fourier domain. Left to right, 2D polar
coordinate reference map depicting the coordinate system (i.e., f and $) and the axes utilized to construct the log-Gabor filter (i.e., the
radius, or spatial frequency axis, f, and the angular arc, or orientation axis, $); radial log-Gaussian filter component; theta Gaussian
component; combination of the radial log-Gaussian and theta Gaussian components to give the log-Gabor filter; and an example of this
filter in the spatial domain that has been assigned an even-symmetric local absolute phase angle. Note that this example gives only the
real component.

Fig. 5. Example natural images that have been assigned a SSM value. Smaller SSMs indicate higher degrees of overall structural
sparseness (i.e., images contain relatively fewer edges/contours), while larger SSMs indicate lower degrees of structural sparseness (i.e.,
images contain relatively more edges/contours).
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was random. Each experimental session was repeated
three times (resulting in 4500 trials per experimental session). All observers were allowed practice sessions to familiarize themselves with the task prior to engaging in
the experimental sessions. Estimates of PPFILT width
threshold, assessed with the MATLAB toolbox package
Psignifit [36,37], were calculated for performance across
the range of PPFILT widths for each level of sparseness
and central frequency across experimental sessions.
Threshold estimates were averaged across all observers
for each of the experiments in the present study.

3. EXPERIMENT 1
Fig. 6. Example intervals from a given experiment session trial.
Left (test interval), test image that has been filtered with PPFILT
(bandwidth= 1.2 octaves). Right (4AFC interval), three
nonphase-filtered distracter images and one nonphase-filtered
target image, which has a light-gray border (note that the test
interval preceded the 4AFC interval). The task of the observer
was to indicate which of the four-alternative images corresponded to the preceding test image. In this example, taken from
Experiment 1, the three distracter stimuli are matched with respect to the type of content contained in the target/test image
(i.e., carpentered structure).

age). All stimuli possessed the same mean luminance and
rms contrast as the test image, presented simultaneously
(in quadrant fashion) for 2000 msec (i.e., the 4AFC interval) and followed by an empty display (set to mean luminance) where the observers were required to make a response via key press (the duration of the response
interval was unlimited). Auditory feedback was provided,
and all stimuli were viewed binocularly. The task of the
observers was to indicate which of the 4AFC images best
matched the test stimulus. Thus, observers were required
to use whichever structures were present in the phasefiltered test stimulus in order to match it to one of the
four nonphase-filtered stimuli (refer to Fig. 6 for further
details).
Prior to each experiment, all non-phase-filtered stimuli
were passed through the structural sparseness algorithm
(Subsection 2.D), which assigned each image a SSM
value. The images were subsequently ranked in order according to their SSM value. The ranked images (1500 in
total) were then parsed into five equally spaced bins, with
300 images assigned to each bin; the bins were ranked in
order of increasing averaged structural sparseness (averaged with respect to the structural sparseness metric assigned to each image within each bin). Within each bin,
all images were further parsed by randomly assigning
each image to one of three central frequencies (mentioned
above), resulting in 100 images per central frequency. For
each central frequency group, the 100 images were split
into ten sets (ten images per set); within each set, one of
the PPFILT widths was assigned to each image. Thus, for a
single experimental session in which all 1500 images
were tested, ten repetitions of a given PPFILT width were
carried out for a given averaged sparseness level and a
given central frequency; note that the test images did not
repeat within a single experimental session. The order in
which a given PPFILT width for a given central frequency
and given level of structural sparseness was presented

To provide some insight into the issues raised in Section
1, we gathered a large set of natural scene imagery that
we subjected to systematic phase-spectrum randomization. This procedure allowed us to selectively randomize
portions of the phase spectrum of a given image from our
image set, while at the same time preserving a portion of
the spectrum centered at one of three different spatial frequencies. By varying the amount of the phase spectrum
that was preserved, we measured the bandwidth of the
phase preservation needed for human observers to identify which of four non-phase-randomized images corresponded to the partially phase-randomized image at each
of three different central spatial frequencies. However,
since natural scenes vary with respect to (1) the type of
structures they contain, and (2) the relative amount of
those structures present in a given image, we selected images with a range of structure types (see below) and
grouped the images with respect to the amount of structures they contained (i.e., with respect to their structural
sparseness, refer to Subsection 2.D).
A. Method
A total of 1500 natural scene stimuli were used in the current experiments, selected from three different natural
scene image databases. The first image set consisted of
990 RGB 1600! 1200 pixel images that were selected
from the same image database utilized by Hansen et al.
[7,27,38]. The second image set consisted of 400 RGB
2560! 1920 pixel images from the color-calibrated database maintained by the McGill Vision Research Unit
(http://tabby.vision.mcgill.ca). The third image set consisted of 110 gray-scale 1536! 1024 pixel images from the
linear image category of the van Hateren image database
[39] (http://hlab.phys.rug.nl/imlib/index.html). All RGB
images were converted to gray scale using the standard
National Television Standards Committee formula [i.e.,
luminosity= 0.299! R!x" + 0.587! G!x" + 0.114! B!x"]. The
full set of images was assembled by cropping 512
! 512 pixel regions from the central portion of all image
sets. The images in this set contained a range of content
from purely natural structures (e.g., trees, field grass,
general foliage, etc., imaged from various distances, devoid of any carpentered structure) to images containing
only carpentered structures (e.g., buildings, roads, furniture, etc, imaged from various distances). Specifically, the
full image set contained (1) images made up of only natural structures (total of 854 images), (2) images containing
a mix of natural and carpentered structures (total of 329
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images), and (3) images with only carpentered structure
(total of 317 images); refer to Fig. 7 for examples.
Prior to carrying out the experiment, all natural images were assessed for the total amount of structures
each contained (i.e., each was assigned a SSM value (see
Subsection 2.D). Following this assessment, the images
were ranked and grouped (Subsection 2.E) according to
each image’s SSM. All images were then filtered and displayed according to Subsection 2.C and 2.E, respectively.
For the current experiment, for any given trial, a partially
phase-randomized test image was randomly drawn from
one of the central spatial frequencies at which PPFILT was
centered. Following the presentation of the test image,
three simultaneously presented distracter images (presented along with a fourth target image) were matched
with respect to the type of structure (i.e., natural,
natural-carpentered, or carpentered structure) contained
in the target/test image, but were not matched with respect to SSM (i.e., Fig. 6).
B. Results and Discussion
The results from the current experiment show a clear dependency of the amount of phase alignment (measured by
the bandwidth of PPFILT in octaves) needed to successfully
match natural image structures on the relative structural
sparseness of the natural structures (refer to Fig. 8). Specifically, for natural images that were sparse with respect
to their structures (i.e., edges, lines, contours), relatively
less phase alignment was needed, compared with images
that were less sparse (i.e., contained more structure),
which required more phase alignment (i.e., a broader
PPFILT bandwidth) to match natural scene structure; an
effect similar to that found by Pelli et al. [40] with letters.
In addition, this dependency was not modulated by the
central spatial frequency of PPFILT; that is, the same
trend was present in all three central frequency conditions. The above observations were confirmed statistically
by testing (1) the main effect of structural sparseness and
(2) the interaction among the three central frequencies of
PPFILT across the five levels of structural sparseness.
Both tests were carried out in a 3 ! 5 two-way repeated
measures analysis of variance (ANOVA), which revealed

Fig. 7. Examples of natural scene images from the three different content-type categories. Left column, two images from the
“natural only” category. Middle column, two images from the
“natural-carpentered mixed” category. Right column, two images
from the “carpentered only” category.
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Fig. 8. Results from Experiment 1. On the ordinate is the averaged phase alignment bandwidth threshold. On the abscissa is
the averaged LSSM value for all orientations for each of the
three central frequencies investigated in Experiment 1. For each
of the five structural sparseness bins, refer to the text for further
details.

that the main effect of structural sparseness was significant, F!4,28" = 44.25, p + 0.000, and a nonsignificant interaction, F!8,56" = 1.28, p * 0.05.
Additionally, there is a clear bias in favor of preserving
phase alignment near 6 cpd, indicating that, regardless of
the level of structural sparseness, a lesser amount of
phase alignment is needed compared with the other two
central frequencies in order to successfully perform the
task. This observation was verified statistically by first
testing the main effect of central frequency of the phasepreserving filter in a 3 ! 5 two-way repeated-measures
ANOVA, which yielded a significant effect: F!2,14" = 22.52,
p + 0.000. Follow up dependent samples t-tests (data averaged across structural sparseness levels) revealed significant differences between the 6 and 3 cpd conditions,
t!7" = 6.05, p + 0.01 and the 6 and 12 cpd conditions, t!7"
= 7.90, p + 0.000.
Since the stimuli in the current experiment contained
different types of structure (i.e., ranging from natural to
carpentered), it would be useful to know if the relationship between the amount of phase alignment needed to
perform the structure-matching task and the relative
structural sparseness was present across the different
types of image structure. To carry out this analysis, the
data were grouped with respect to the three image categories mentioned in Subsection 3.A and are shown in Fig. 9.
The result of that analysis shows that the relationship
was present for each of the three different structure-type
images (albeit somewhat stronger for the natural structure image category). This observation was confirmed statistically via three 3 ! 5 two-way repeated measures
ANOVAs, carried out for each image structure-type category. The main effect of sparseness level was significant
for all three images structure categories: natural structure, F!4,28" = 63.96, p + 0.000; natural-carpentered structure, F!4,28" = 9.77, p + 0.000; and carpentered structure,
F!4,28" = 9.77, p + 0.000.
In summary, the general finding from the current experiment is that the amount of phase alignment (controlled by partial phase-spectrum preservation) needed to
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quency conditions (e.g., a clear bias near 6 cpd) suggests
that the visual system is likely equipped with a network
of feature integrators that integrate over specific spatial
frequencies (i.e., integrated feature channels). However,
since the current experiment utilized images with recognizable structures, it is not clear whether the current results speak to lower-level feature integrators or to higherlevel structure integrators.

4. EXPERIMENT 2
The primary aim of Experiment 2 was to determine if the
data observed in Experiment 1 reflected activation of
lower-level feature integrator mechanisms (involved in
binding features into perceivable structures) or higherlevel structure integrators (likely involved in binding
structures into recognizable objects). The results of Experiment 1 do indicate that there is likely more than one
of either of the above-mentioned mechanisms. Also, since
there was an observed dependency of overall threshold
among the three different central spatial frequency conditions, it seems more likely that the lower-level process is
involved. However, based on the findings of Experiment 1,
the involvement of the higher-level mechanism cannot be
entirely ruled out. Accordingly, the purpose of the current
experiment was to repeat Experiment 1, but instead of
natural images, we utilized a set of synthetic images that
contained naturalistic structures; however, the structures
themselves did not form any recognizable objects (i.e.,
nothing could be integrated into recognizable objects).

Fig. 9. Results from Experiment 1. The layout of each panel is
identical to that in Fig. 8. (a) Data from images in the carpentered category. (b) Data from images in the natural-carpentered
category. (c) Data from images in the natural category. Refer to
the text for further details.

successfully match natural image structure depends on
the relative sparseness of the structures present in the
imagery as defined in Subsection 2.D. The difference in
overall threshold among the three different spatial fre-

A. Method
The only difference between Experiments 1 and 2 is the
type of stimuli that were utilized. Prior to running Experiment 2, a set of synthetic images (mentioned above)
was constructed. The images were constructed using the
natural image set employed in the first experiment. Since
Experiment 1 showed that performance depended on the
sparseness of image structures, we constructed a synthetic image set that maximized the structural sparseness at five different spatial frequencies and four different orientations. This was done by using the 60 different
LSSMs produced by the structural sparseness calculation
algorithm (Subsection 2.D) for each natural image. Since
that algorithm produced LSSMs for twelve different orientations for five different central spatial frequencies, we
averaged across 3 orientations centered at vertical, 45°
oblique, horizontal, and 135° oblique for each of the five
central spatial frequencies. Thus each natural scene image was assigned 20 locally averaged LSSMs. The next
step was to rank the natural scene image set 20 different
times with respect to each locally averaged LSSM (i.e.,
ranked according to structural sparseness for each of four
orientations for each of five spatial frequency ranges).
Next, composite phase spectra were constructed by selecting the range of orientations and spatial frequencies in
the phase spectra of the natural images associated with
each of the 20 locally averaged LSSMs for each rank and
assigning those phase angles to their respective position
in a composite spectrum (see Fig. 10). Stated formally, for
a given composite phase spectrum (in polar coordinates)
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Fig. 10. Examples of non-PPFILT-filtered stimuli created for Experiment 2. On the far left is an example phase spectrum illustrating the
20 different spatial frequency and orientation ranges carrying the spatial structure by which the natural image set was ranked (note that
since the Fourier transform is odd-symmetric, each pair of corresponding segments counts once). The three spatial examples to the right
of the example phase spectrum are examples of stimuli used in Experiment 2, ranked in order of increasing SSM. See text for further
details.

CP#r!fi, $j" = N#rSF#rO!fi, $j",
fSFL + fi + fSFH

$ O1 + $ j + $ O2 ,

!8"

where CP#!fi , $j" is a given composite phase spectrum for
a given structural sparseness rank, r, across all of the 20
different natural image averaged LSSMs, N!f , $" is the
phase spectrum of a given natural image ranked according the LSSM associated with each range of spatial frequencies, indexed as #rSF, and orientations, indexed as
#rO. The parameters controlling the specific range of spatial frequencies and orientations of the phase angles
passed to the composite spectrum are SFL and SFH, corresponding to the upper and lower bounds of a given
range of spatial frequencies and, O1 and O2, corresponding to the bounds of a given range of orientations. Once all
composite spectra were assembled, each was assigned an
isotropic amplitude spectrum using Eq. (2) and subsequently inverse discrete Fourier transformed. The result
of this procedure was 1500 synthetic images, relatively
balanced across orientation and spatial frequency with respect to structural sparseness. The set of images was then
assigned an SSM value by which they were ranked as described in Subsection 2.E (see Fig. 10 for examples). The
partial phase-randomizing and experimental paradigm
was identical to that in Experiment 1.
B. Results and Discussion
The results from the current experiment were virtually
identical to Experiment 1 (see Fig. 11). While the data
from Experiments 1 and 2 are quite similar, it is interesting to note that the observed dependency of performance
on structural sparseness does appear steeper for the current experiment (cf. Fig. 8), likely due to the fact that the
current stimuli contained no recognizable objects. Since
the stimuli used here did not possess any recognizable objects, it is very likely that performance is being mediated
by the feature integrator process. As in Experiment 1, the
bandwidth of phase alignment needed to match naturalistic structures depends on the structural sparseness of
the stimuli, a trend that was not dependent on the central
frequency of PPFILT. These observations were verified statistically with a 3 ! 5 two-way repeated measures
ANOVA, which yielded a significant effect of structural
sparseness, F!4,24" = 38.68, p + 0.000, and a nonsignificant
interaction between spatial frequency and structural

sparseness, F!8,48" = 1.46, p * 0.05. Additionally, the main
effect of central frequency of PPFILT was significant,
F!2,12" = 9.88, p + 0.01, and follow-up dependent samples
t-tests revealed significant differences between the 6 and
3 cpd condition, t!6" = 3.57, p + 0.05, and the 6 and 12 cpd
condition, t!6" = 4.32, p + 0.01.

5. EXPERIMENT 3
The results of Experiments 1 and 2 provide support that
the visual system possesses a network of feature integrator channels that integrate over specific spatial frequencies, and that the bandwidth of phase alignment needed
to drive such channels is very much dependent on the
relative amount of structure present in a given visual
scene. While the fact that the overall thresholds in both of
the previous experiments were dependent on the spatial
frequency range of phase alignment argues that these
mechanisms operate independently, it is not conclusive.
Accordingly, the aim of the current experiment was to repeat Experiment 2 except with a different set of stimuli.
We wanted to test whether the bandwidth of phase alignment that was needed across a given range of spatial frequencies to match naturalistic structure at a given range
of frequencies was influenced by structural sparseness at

Fig. 11. Data from Experiment 2. The layout of each panel is
identical to that in Fig. 8. Refer to the text for further details.
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other frequencies outside of that given range. To that end,
we constructed two sets of synthetic images that contained naturalistic structures that were fixed at one of
two different levels of structural sparseness near 3 and
12 cpd (with 6 cpd structural sparseness allowed to vary).
A. Method
The only difference between Experiments 2 and 3 is the
type of stimuli that were employed. Before running the
current experiment, two sets of synthetic images (mentioned above) were constructed. The synthetic images
were constructed using the natural image set employed in
the first experiment, and the method by which they were
constructed was similar to that used to create the synthetic images used in Experiment 2. The primary difference between the synthetic images constructed here and
those used in Experiment 2 is that instead of creating
synthetic images that ranged from high structural sparseness to low structural sparseness, we constrained the 3
and the 12 cpd spatial frequency ranges to possess an approximately constant amount of structural sparseness
(two levels, high sparse and low sparse), while allowing
the 6 cpd frequency structures to range from high structural sparseness to low structural sparseness. With this
paradigm, if the feature integrator channels operate independently, one would expect to find the same performance
dependency on structural sparseness near 6 cpd observed
in Experiments 1 and 2, with approximately constant performance near 3 and 12 cpd.
For Experiment 3, two sets of synthetic images (1500
images in each set) were constructed using a modified version of Eq. (8). Set 1 consisted of images that contained an
approximately fixed amount of high structural sparseness
(fixed in the range LSSM= 0.09± 0.005) near the 3 and
12 cpd spatial frequency ranges. Set 2 consisted of images
that contained an approximately fixed amount of low
structural sparseness (fixed in the range LSSM
= 0.11± 0.005) near the 3 and 12 cpd spatial frequency
ranges. In both sets, the structures in the 6 cpd range
were identical to those used in Experiment 2, and therefore ranged from high structural sparseness to low structural sparseness. All images in both sets possessed an isotropic amplitude spectrum constructed with Eq. (2). Both
sets of images were then assigned an SSM value, based
on the structure near the 6 cpd range, by which they were
ranked as described in Subsection 2.E. The partial phase
randomizing and experimental paradigm was identical to
that in Experiments 1 and 2, except that since two stimulus sets were used, each observer repeated the experimental sessions three times for each set of synthetic images
(sessions were blocked by image set).
B. Results and Discussion
In both of the insets in Fig. 12 it is clear that the amount
of phase alignment needed near 6 cpd is dependent on the
structural sparseness within the 6 cpd range, regardless
of the level of structural sparseness outside that range.
This finding supports the notion that these processes operate independently. This observation was verified statistically with a 2 ! 5 two-way repeated-measures ANOVA
using the reasonably conservative Huynh–Feldt correction to adjust the degrees of freedom. Here, we were in-

Fig. 12. Data from Experiment 3. The layout of each panel is
identical to that in Fig. 8. (a) Data from the condition where the
stimuli contained a fixed amount of structural sparseness (SSM
value of 0.09) for structures in the 3 and 12 cpd range and where
the structures in the 6 cpd range were allowed to vary. (b) Data
from the condition where the stimuli contained a fixed amount of
structural sparseness (SSM value of 0.11) for structures in the 3
and 12 cpd range, and where the structures in the 6 cpd range
were allowed to vary. Note that in both insets, the threshold
phase alignment bandwidth needed to match natural image
structures at 6 cpd increases with structural sparseness of the
image structures near 6 cpd. That is, the ability to match the
6 cpd image structure was not influenced by the amount of structures present at spatial frequencies outside that range. Refer to
the text for further details.

terested in testing both the main effect of sparseness level
of the 3 and 12 cpd ranges (i.e., to determine if the two
6 cpd curves shifted vertically), fixed at SSM= 0.09 and
SSM= 0.11, as well as the interaction of the 6 cpd data for
the two fixed sparseness levels of the 3 and 12 cpd structures. As the data suggest, both the main effect of fixed
sparseness for structures outside of the 6 cpd range as
well as the interaction were not significant: F!1,3" = 0.489,
p * 0.05, and F!2,5" = 4.03, p * 0.05, respectively. Likewise,
the amount of phase alignment needed to match naturalistic structures for both 3 and 12 cpd remained relatively
constant, despite the variable structural sparseness near
the 6 cpd range. This was verified with four one-way
repeated-measures ANOVAs, one for each sparseness
level of the 3 and 12 cpd structure stimuli. In all tests, no
significant effects were obtained, indicating no effect of
the level of sparseness of the 6 cpd structure: for the 3 cpd
structure fixed at SSM= 0.09, F!4,12" = 1.85, p * 0.05, and
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fixed at SSM= 0.11, F!4,12" = 1.39, p * 0.05, and for the
12 cpd structure fixed at SSM= 0.09, F!4,12" = 3.04, p
* 0.05, and fixed at SSM= 0.11, F!4,12" = 1.73, p * 0.05.

6. DISCUSSION AND CONCLUSIONS
The fundamental issue to which the current experiments
address is that if the early human visual system distributes the processing of any given scene amongst striate
neurons tuned to different spatial frequencies and orientations, how is this information integrated into a coherent
scene? There have been a number of studies that have approached this issue from the perspective of contour integration. Specifically, Field et al. [41] investigated the
rules that the human visual system employs to group localized elements that make up a contour path across
space; they found that when the elements of the paths
were oriented within ±60° of each other, humans could reliably integrate and segment contours embedded in a field
of randomly oriented elements (but see Ledgeway et al.
[42]). Since then, a series of studies have investigated the
spatial frequency tuning of the contour integration process [43], the roles of contour element polarity and symmetry in contour integration [44,45], and scale combination and phase alignment of the contour elements [46], to
name a few. The focus of those studies was on the integration of edge-like elements across space, and hence the
studies could be grouped with the feature integration process targeted by the current set of experiments. However,
instead of examining the relative amount of phase alignment needed to activate the feature integration process
across space (as investigated by Dakin and Hess [46]), the
current experiments investigate how this process integrates across spatial scale as a function of phase alignment. The results from all of the current experiments argue that the amount of phase alignment needed to match
natural and naturalistic structures or contours greatly
depends on the overall sparseness of the structures
present in the stimuli. Additionally, the fact that different
overall thresholds were observed for the different central
spatial frequencies argues that the network of feature integrators possesses channels in which specific ranges of
spatial frequencies are integrated and that those channels operate independently of each other.
It is difficult to speculate at what level in the visual
pathway the feature integration process operates. At the
level of striate cortex, it has been shown that simple cells
are sensitive to absolute phase relative to their receptive
fields [30,47,48]. Complex cells, on the other hand, are not
tuned to absolute phase relative to their receptive field
but are tuned to relative phase alignments across frequency in any position within its receptive field [47,49].
For example, simple cells will respond similarly to natural scene patches as well as their phase-scrambled versions, whereas complex cells respond better to natural
scene patches as opposed to their phase-scrambled versions [17]. The only difference between the phasescrambled natural scene patches and their nonphasescrambled natural scene versions is in their phase spectra
(i.e., both sets of stimuli possessed identical amplitude
spectra), suggesting that complex cells may represent an
early neural substrate carrying the information utilized
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by the feature integrator process. This conjecture is further supported by nonlinear Volterra filtering [50,51],
which has been argued to mimic the processes of subclasses of complex cells [50,51] and which exploits complex structures of natural scenes.

ACKNOWLEDGMENTS
This work was supported by a grant from the Canadian
Institutes of Health Research (grant MT 108-18) to R. F.
Hess. We would also like to thank the Essock Laboratory
(University of Louisville, Louisville, Kentucky, 40292,
USA) for granting us access to its natural image database.

REFERENCES
1.
2.
3.
4.
5.
6.

7.

8.
9.
10.
11.
12.

13.

14.
15.

16.
17.
18.

H. B. Barlow, “Redundancy reduction revisited,” Network
12, 241–253 (2001).
J. J. Atick and A. N. Redlich, “What does the retina know
about natural scenes?” Neural Comput. 4, 196–210 (1992).
D. J. Field, “Relations between the statistics of natural
images and the response properties of cortical cells,” J. Opt.
Soc. Am. A 4, 2379–2394 (1987).
D. J. Field and N. Brady, “Visual sensitivity, blur and the
sources of variability in the amplitude spectra of natural
scenes,” Vision Res. 37, 3367–3383 (1997).
A. V. Oppenheim and J. S. Lim, “The importance of phase
in signals,” Proc. IEEE 69, 529–541 (1981).
E. Doi and M. S. Lewicki, “Relations between the statistical
regularities of natural images and the response properties
of the early visual system,” in Proceedings of the Workshop
of Special Interest Group of Pattern Recognition and
Perception Model (SIG P&P) (Japanese Cognitive Science
Society, Kyoto University, 2005), pp. 1–8.
B. C. Hansen, E. A. Essock, Y. Zheng, and J. K. DeFord,
“Perceptual anisotropies in visual processing and their
relation to natural image statistics,” Network 14, 501–526
(2003).
D. Marr, Vision: A Computational Investigation into the
Human Representation and Processing of Visual
Information (Freeman, 1982).
M. C. Morrone and R. A. Owens, “Feature detection from
local energy,” Pattern Recogn. Lett. 6, 303–313 (1987).
M. C. Morrone and D. C. Burr, “Feature detection in
human vision: a phase dependent energy model,” Proc. R.
Soc. London, Ser. B 235, 221–245 (1988).
P. Kovesi, “Image features from phase congruency,” Videre
1, 1–26 (1999).
Z. Wang and E. P. Simoncelli, “Local phase coherence and
the perception of blur,” in Advances in Neural Information
Processing Systems, S. Thurn, L. Saul, and B. Schölkopf,
eds. (MIT Press, 2004), pp. 1435–1442.
N. Graham, “Spatial-frequency channels in human vision:
detecting edges without edge detectors,” in Visual Coding
and Adaptability, C. Harris, ed. (Erlbaum, 1980), pp.
215–252.
J. G. Robson and N. Graham, “Probability summation and
regional variation in contrast sensitivity across the visual
field,” Vision Res. 21, 409–418 (1981).
L. Olzak and J. P. Thomas, “Seeing spatial patterns,” in
Handbook of Perception and Human Performance: Sensory
Processes and Perception, K. R. Boff, L. Kaufman, and J. P.
Thomas, eds. (Wiley, 1986), Vol. 1.
C. Chubb, L. Olzak, and A. Derrington, “Second-order
processes in vision: introduction,” J. Opt. Soc. Am. A 18,
2175–2178 (2001).
G. Felsen, J. Touryan, F. Han, and Y. Dan, “Cortical
sensitivity to visual features in natural scenes,” PLoS
Biology 3, 1819–1828 (2005).
A. M. Treisman and G. Gelade, “A feature-integration
theory of attention,” Cogn. Psychol. 12, 97–136 (1980).

B. C. Hansen and R. F. Hess
19.
20.
21.
22.
23.
24.
25.
26.
27.
28.
29.
30.
31.

32.
33.

34.

35.

I. Biederman, “Recognition-by-components: a theory of
human image understanding,” Psychol. Rev. 94, 115–147
(1987).
M. J. Tarr and H. H. Bulthoff, “Image-based object
recognition in man, monkey and machine,” Cognition 67,
1–20 (1998).
L. N. Piotrowski and F. W. Campbell, “A demonstration of
the visual importance and flexibility of spatial-frequency
amplitude and phase,” Perception 11, 337–346 (1982).
F. A. Wichmann, D. I. Braun, and K. R. Gegenfurtner,
“Phase noise and the classification of natural images,”
Vision Res. 46, 1520–1529 (2006).
G. J. Burton and I. R. Moorhead, “Color and spatial
structure in natural scenes,” Appl. Opt. 26, 157–170
(1987).
D. J. Tolhurst, Y. Tadmor, and T. Chao, “Amplitude spectra
of natural images,” Ophthalmic Physiol. Opt. 12, 229–232
(1992).
D. L. Ruderman and W. Bialek, “Statistics of natural
images: scaling in the Woods,” Phys. Rev. Lett. 73, 814–817
(1994).
A. van der Schaaf and J. H. van Hateren, “Modeling the
power spectra of natural images: statistics and
Information,” Vision Res. 36, 2759–2770 (1996).
B. C. Hansen and E. A. Essock, “Influence of scale and
orientation on the visual perception of natural scenes,”
Visual Cogn. 12, 1199–1234 (2005).
J. G. Daugman, “Entropy reduction and decorrelation in
visual coding by oriented neural receptive fields,” IEEE
Trans. Biomed. Eng. 36, 107–114 (1989).
R. Baddeley, “Searching for filters with “interesting” output
distributions: an uninteresting direction to explore?”
Network 7, 409–421 (1996).
J. A. Movshon, I. D. Thompson, and D. J. Tolhurst, “Spatial
summation in the receptive fields of simple cells in the cat’s
striate cortex,” J. Physiol. (London) 283, 53–77 (1978).
B. W. Andrews and D. A. Pollen, “Relationship between
spatial frequency selectivity and receptive field profile of
simple cells,” J. Physiol. (London) 287, 163–176
(1979).
J. P. Jones and L. A. Palmer, “The two-dimensional spatial
structure of simple receptive fields in cat striate cortex,” J.
Neurophysiol. 58, 1187–1211 (1987).
J. P. Jones and L. A. Palmer, “An evaluation of the twodimensional gabor filter models of simple receptive fields in
cat striate cortex,” J. Neurophysiol. 58, 1233–1258
(1987).
D. J. Field and D. J. Tolhurst, “The structure and
symmetry of simple-cell receptive-field profiles in the cat’s
visual system,” Proc. R. Soc. London, Ser. B 228, 379–400
(1986).
D. J. Field, “Scale-invariance and self-similar ‘wavelet’
transforms: an analysis of natural scenes and mammalian
visual systems,” in Wavelets, Fractals and Fourier
Transforms: New Developments and New Applications, M.

Vol. 24, No. 7 / July 2007 / J. Opt. Soc. Am. A

36.
37.
38.

39.

40.
41.
42.

43.
44.
45.
46.
47.
48.
49.
50.
51.

1885

Farge, J. C. R. Hunt, and J. C. Vassilicos, eds. (Oxford U.
Press, 1993).
F. A. Wichmann and N. J. Hill, “The psychometric function:
I. Fitting, sampling, and goodness of fit,” Percept.
Psychophys. 63, 1293–1313 (2001).
F. A. Wichmann and N. J. Hill, “The psychometric function:
II. Bootstrap-based confidence intervals and sampling,”
Percept. Psychophys. 63, 1314–1329 (2001).
B. C. Hansen and E. A. Essock, “A horizontal bias in
human visual processing of orientation and its
correspondence to the structural components of natural
scenes,” J. Vision 4, 1044–1060 (2004).
J. H. van Hateren and A. van der Schaaf, “Independent
component filters of natural images compared with simple
cells in primary visual cortex,” Proc. R. Soc. London, Ser. B
265, 359–366 (1998).
D. G. Pelli, C. W. Burns, B. Farell, and D. C. Moore-Page,
“Feature detection and letter identification,” Vision Res. 46,
4646–4674 (2006).
D. J. Field, A. Hayes, and R. F. Hess, “Contour integration
by the human visual system: Evidence for a local
association field,” Vision Res. 33, 173–193 (1993).
T. Ledgeway, R. F. Hess, and W. S. Geisler, “Grouping local
orientation and direction signals to extract spatial
contours: empirical tests of ‘association field’ models of
contour integration,” Vision Res. 45, 2511–2522 (2005).
S. C. Dakin and R. F. Hess, “Spatial-frequency tuning of
visual contour integration,” J. Opt. Soc. Am. A 15,
1486–1499 (1998).
D. J. Field, A. Hayes, and R. F. Hess, “The roles of polarity
and symmetry in the perceptual grouping of contour
fragments,” Spatial Vis. 13, 51–66 (2000).
B. C. Hansen and R. F. Hess, “The role of spatial phase in
texture segmentation and contour integration,” J. Vision 6,
594–615 (2006).
S. C. Dakin and R. F. Hess, “Contour integration and scale
combination processes in visual edge detection,” Spatial
Vis. 12, 309–327 (1999).
D. H. Hubel and T. N. Wiesel, “Receptive fields, binocular
interaction and functional architecture in the cat’s visual
cortex,” J. Physiol. (London) 160, 106–154 (1962).
R. L. De Valois, D. G. Albrecht, and L. G. Thorell, “Spatial
frequency selectivity of cells in macaque visual cortex,”
Vision Res. 22, 545–559 (1982).
J. A. Movshon, I. D. Thompson, and D. J. Tolhurst,
“Receptive field organization of complex cells in the cat’s
striate cortex,” J. Physiol. (London) 283, 79–99 (1978).
G. Krieger and C. Zetzsche, “Nonlinear image operators for
the evaluation of local intrinsic dimensionality,” IEEE
Trans. Image Process. 5, 1026–1042 (1996).
G. Krieger, C. Zetzsche, and E. Barth, “Higher-order
statistics of natural images and their exploitation by
operators selective to intrinsic dimensionality,” in
Proceedings of the IEEE Signal Processing Workshop on
Higher Order Statistics (IEEE, 1997), pp. 147–151.

